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Abstract

The task for the CLEF-2005 cross-language speddkval track was to identify topically coherengseents of
English interviews in a known-boundary conditidBeven teams participated, performing both monokhgad

cross-language searches of ASR transcripts, auicatiptgenerated metadata, and manually generagtddata.
Results indicate that monolingual search technolegufficiently accurate to be useful for somepmses (the
best mean average precision was 0.18) and crogadge searching yielded results typical of thoss e other
applications (with the best systems approximatimgotingual mean average precision).

1. Introduction

The 2005 Cross-Language Evaluation Forum (CLEFs§Stanguage Speech Retrieval (CL-SR) track follows
two years of experimentation with cross-languageenal of broadcast news in the CLEF-2003 and Gi2BB4
Spoken Document Retrieval (SDR) tracks [2]. CL4SRlistinguished from CL-SDR by the lack of cleapit
boundaries in conversational speech. Moreovemtspeous speech is considerably more challenginghéo
Large-Vocabulary Continuous Speech Recognitionefrefl to here generically as Automatic Speech
Recognition, or ASR) techniques on which fully-autdic content-based search systems are based. ntRece
advances in ASR have made it possible to contemih&t design of systems that would provide a uskfgtee

of support for searching large collections of spoebus conversational speech, but no representaztste
collection that could be used to support the dguaknt of such systems was widely available foraedeuse.
The principal goal of the CLEF-2005 CL-SR track wascreate such a test collection. Additional goal
included benchmarking the present state of théoarnked retrieval of spontaneous conversatispakch and
fostering interaction among a community of researghvith interest in that challenge.

Three factors came together to make the CLEF 200%R track possible. First, substantial investraent
research on ASR for spontaneous conversationatbpesve yielded systems that are able to transcréiae-
field speech (e.g., telephone calls) with Word ErRates (WER) below 20% and far-field speech (e.g.,
meetings) with WER near 30%. This is roughly thene WER range that was found to adequately support
ranked retrieval in the original Text Retrieval @mence (TREC) SDR track evaluations [3]. Secdhd,
Survivors of the Shoah Visual History FoundationHf collected, digitized, and annotated a very darg
collection (116,000 hours) of interviews with Haobust survivors, witnesses and rescuers. In péaticane
10,000-hour subset of that collection was extemgiganotated in a way that allowed us to affordat#gouple
relevance judgment from the limitations of currepeech technology. Third, a project funded by th8.
National Science Foundation focused on MultilingWsdcess to Large Spoken Archives (MALACH) is
producing LVSCR systems for this collection to &rstesearch on access to spontaneous conversatjaeh,
and automatic transcriptions from two such systarashow available [1].

Designing a CLEF track requires that we balanceeffat required to participate with the potenti@nefits to
the participants. For this first year of the trasle sought to minimize the effort required to #pate, and
within that constraint to maximize the potentialneBt. The principal consequence of that decisioas
adoption of a known-boundary condition in which teyss performed ranked retrieval on topically cohere
segments. This yielded a test collection with slane structure that is used for CLEF ad hoc tabks
facilitating application of existing ranked retr@wechnology to this new task. Participants invneacks often
face a chicken-and-egg dilemma, with good retrienemults needed from all participants before arest t
collection can be affordably created using poolel@wance assessment techniques, but the exploraitidre
design space that is needed to produce good resglisres that a test collection already existr the CLEF-
2005 CL-SR track we were able to address this ehg#f by distributing training topics with relevance
judgments that had been developed using a seaideejtelevance assessment process [5]. We levi:tage
availability of those training topics by distribog an extensive set of manually and automaticalgated



metadata that participants could use as a bastoftstructing contrastive conditions. In ordeptomote cross-
site comparisons, we asked each participating teEamsubmit one “required run” in which the same topi
language and topic fields and only automaticallyegated transcriptions and/or metadata were used.

The remainder of this overview paper is structuasdfollows. In Section 2 we describe the CL-SR tes
collection. Section 3 identifies the sites thattipgated and briefly describes the techniques thay tried.
Section 4 looks across the runs that were submtittédientify conclusions that can be drawn fromsthoesults.
Section 5 concludes the paper with a brief degoripf future plans for the CLEF CL-SR track.

2. Collection

The CLEF-2005 CL-SR test collection was releasetivio stages. In Release One (February 15 2008), th
“documents,” training topics and associated releegndgments, and scripts were made availablentipants

to support system development. Release Two (Apri2005) included the 25 evaluation topics on Wwisides’
runs would be evaluated, one additional script tmatld be used to perform thesaurus expansion,sante
metadata fields that had been absent from Release This section describes the genesis of theddisttion.

2.1 Documents

The fundamental goal of a ranked retrieval systto sort a set of “documents” in decreasing oof@xpected
utility. Commonly used evaluation frameworks relg an implicit assumption that ground-truth documen
boundaries exist. The nature of oral history interviews challentigs assumption, however. The average VHF
interview extends for more than 2 hours, and spakemnent that extensive can not presently be eakilpmed.
Many users, therefore, will need systems thateegripassages rather than entire intervieviRemarkably, the
VHF collection contains a 10,000 hour subset foiclwimanual segmentation into topically coherentnsets

was carefully performed by subject matter expertgVe therefore chose to use those segments as the
“documents” for the CLEF-2005 CL-SR evaluation.

Development of Automatic Speech Recognition (ASKtems is an iterative process in which evaluation
results from initial system designs are used talguihe development of refined systems. In orddimi the
computational overhead of this process, we choseté initially with roughly 10% of the interviewf®r which
manual topic segmentation is available. We chd¥® iaterviews (totaling roughly 1,000 hours of Hsigl
speech) for this purpose. Of those 403, portidr&/8 interviews had been digitized and processeitvb ASR
systems at the time that the CLEF-2005 CL-SR telftation was released. A total of 183 of those @mplete
interviews; for the other 89 interviews ASR reswdte available for at least one, but not all, & 80-minute
tapes on which the interviews were originally retmm. In some segments, near the end of an intervie
physical objects (e.g., photographs) are showndasdribed. Those segments are not well suiteA$&-based
search because the few words are typically spokethd interviewee (usually less then 15) and bexaus
chose not to distribute the visual referent asra glathe test collection. Such segments were Urignously
marked by human indexers, and we automatically vetidhem from the test collection. The resultiegtt
collection contains 8,104 segments from 272 intawsgi totaling 589 hours of speech. That works ouart
average of about 4 minutes (503 words) of recoghigeeech per segment. A collection of this siaeeiry small
from the perspective of modern IR experiments usimgten sources (e.g., newswire or Web pages),ithist
comparable in size to the 550-hour collection afaoicast news used in the CLEF-2004 SDR evaluation.

As Figure 1 shows, each segment was uniquely ifilesthtby aDOCNGield in which thelntCode uniquely
identifies an interview within the collectio®egld uniquely identifies a segment within the collenti@and
SequenceNum is the sequential order of a segment within aerui¢w. For example, VHF00009-056149.001
is the first segment in interview number 9.

! Note that we do not require that document bourdase known to the system under test, only thatékst.

The TREC HARD track passage retrieval task and'fREC SDR unknown boundaries condition are examples
of cases in which the ground truth boundaries at&nown to the system under test. Even in theses
ground-truth boundaries must be known to the evi@ngoftware.

Z Initial studies with 17 teachers and 6 scholagciated that all teachers and about half the scholeeded
segment-based access for the tasks in which they eveyaged.



The following fields were created by VHF subjecttien experts while viewing the interview. They are
included in the test collection to support conikaststudies in which results from manual and autecha
indexing are compared:

The INTERVIEWDATAfield contains all names by which the intervieweas known (e.g., present
name, maiden name, and nicknames) and the daigtobbthe interviewee. The contents of thisdiel
are identical for every segment from the same weer (i.e., for everyDOCNQhat contains the same
IntCode ). This data was obtained from handwritten quesiiires that were completed before the
interview (known as the Pre-Interview Questionnair€1Q).

The NAMEfield contains the names of other persons thaewesgntioned in the segment. The written
form of a name was standardized within an interviawprocess known as “name authority control”),
but not across interviews.

The MANUALKEYWORDBEd contains thesaurus descriptors that wereual@nassigned from a large
thesaurus that was constructed by VHF. Two tyfpdepwords are present, but not distinguished: (1)
keywords that express a subject or concept; anéigyords that express a location, often combined
with time in one pre-coordinated keyword. On agerabout 5 manually thesaurus descriptors were
manually assigned to each segment, at least ombiioh was typically a pre-coordinated location-time
pair (usually with one-year granularity)

The SUMMARTYeld contains a three-sentence summary in whisblgect matter expert used free text
in a structured style to address the following ¢joes: who? what? when? where?

The following fields were generated fully automatig by systems that did not have access to thargtdruth
data for any interview in the test collection. Fadields could therefore be used to explore thental of
different techniques for automated processing:

Two ASRTEXT fields contain words produced by an AS@tem. The speech was automatically
transcribed by ASR systems developed at the IBMJ.TWatson Research Center. The manual
segmentation process at VHF was conducted using-d¢oded videotape without display of the
acoustic envelope. The resulting segment boursldhierefore sometimes occur in the middle of a
word in the one-best ASR transcript. We therefueomatically adjusted the segment boundaries to
the nearest significant silence (a silence withuaation of 2 seconds or longer) if such a silenegam
within XX seconds of the assigned boundary timapotise we adjusted the segment boundary to the
nearest word boundary. The words from the one-A88 transcript were then used to create an ASR
field for the resulting segments. This process wapeated for two ASR systems. The
ASRTEXT2004Afield of the document representation shown in Fégli contains an automatically
created transcript using the best available ASResysfor which an overall mean WER of 38% and a
mean named entity error rate of 32% was computest peortions of 15 held-out interviews. The
recognizer vocabulary for this system was primedaorinterview-specific basis with person names,
locations, organization names and country namediamea in an extensive pre-interview questionnaire.
The ASRTEXT2003Afield contains an automatically created transctiping an earlier system for
which a mean WER of 40% and a mean named entity esite of 66% was computed using the same
held-out data.

Two AUTOKEYWORD fields contain thesaurus descrigtéinat were automatically assigned by using
text classification techniques. TA&JTOKEYWORD2004Aikeld contains a set of thesaurus keywords
that were assigned automatically using a k-Nea¥esghbor (kNN) classifier using only words from
the ASRTEXT2004Afield of the segment; the top 20 keywords areuidetl. The classifier was trained
using data (manually assigned thesaurus keywordsnznually written segment summaries) from
segments that are not contained in the CL-SR tel¢ation. The AUTOKEYWORD2004Ateld
contains a set of thesaurus keywords that weregrees$i in a manner similar to those in the
AUTOKEYWORD2004Ahut using a different KNN classifier that wadreal (fairly) on different data;
the top 16 concept keywords and the top 4 locatfioe-pairs were included for each segment.



<DOC>
<DOCNO>VHF[IntCode]-[Segld].[SequenceNum]</DOCNO>

<INTERVIEWDATA>Interviewee name(s) and birthdate</| NTERVIEWDATA>
<NAME>Full name of every person mentioned</NAME>

<MANUALKEYWORD>Thesaurus keywords assigned to the s egment</MANUALKEYWORD>
<SUMMARY>3-sentence segment summary</SUMMARY >

<ASRTEXT2003A>ASR transcript produced in 2003</ASRT EXT2003A>
<ASRTEXT2004A>ASR transcript produced in 2004</ASRT EXT2004A>

<AUTOKEYWORD2004A1>Thesaurus keywords from a kNN cl assifier</AUTOKEYWORD2004A1>
<AUTOKEYWORD2004A2>Thesaurus keywords from a second kNN classifier</AUTOKEYWORD2004A2>
</DOC>

Figure 1. Document structure in CL-SR test collectin.

The three KEYWORD fields in the test collection lued only the VHF-assigned “preferred term” fockea
thesaurus descriptor. A script was provided with final release of the test collection that cdotdused to
expand the descriptors for each segment using gymanpart-whole, and is-a thesaurus relationshipsat
capability could be used with automatically asstymiescriptors or (for contrastive runs) with thenuomly
assigned descriptors.

2.2 Topics

The VHF collection has attracted significant ingrécom scholars, educators, documentary film mskand
others, resulting in 280 topic-oriented written uests for materials from the collection. From tkat, we
selected 75 requests that we felt were represeatafithe types of requests and the types of stebjmtained
in the topic-oriented requests. The requests wgpécdlly made in the form of business letters, ofte
accompanied by a filled-in request form describihg requester’s project and purpose. Additionalenigls
(e.g., a thesis proposal) were also sometimesadblail TREC-style topic descriptions consistingitté, a short
description and a narrative were created for theopks, as shown by the example in Figure 2.

<top>

<num> 1148

<title> Jewish resistance in Europe

<desc> Provide testimonies or describe actions of J ewish resistance in Europe before and
during the war.

<narr> The relevant material should describe action s of only- or mostly Jewish resistance in
Europe. Both individual and group-based actions are relevant. Type of actions may include
survival (fleeing, hiding, saving children), testif ying (alerting the outside world, writing,
hiding testimonies), fighting (partisans, uprising, political security) Information about
undifferentiated resistance groups is not relevant.

</top>

Figure 2. Example topic.

Only topics for which relevant segments exist carubed as a basis for comparing the effectivenesmked
retrieval systems, so we sought to ensure the presef an adequate number of relevant segmenesafur test
topic. For the first 50 topics, we iterated betwéepic selection and interview selection in orttearrive at a
set of topics and interviews for which the numbéralevant segments was likely to be sufficientyteld
reasonably stable estimates of mean average medise chose 30 relevant segments as our targes|lbwed
considerable variation). At that point we could/daelected any 10% of the available fully indeigdrviews
for the test collection, so the process was moresttained by topic selection than by interview céde. In
some cases, this required that we broaden speeiitests to reflect our understanding of a moreegérclass
of information need for which the request we exadinvould be a specific case. This process exclucest
queries that included personal names or very Speanifd infrequently used geographical areas. €hsaming
25 topics were selected after the interview setfna@en, so in that case topic selection and brnoadewere the
only free variables. All of the training topicsadrawn from the first 50; most of the evaluatiopits are from
the last 25. A total of 12 topics were excludetheause the number of relevant documents turnetb doe too
small to permit stable estimates of mean averageigion (fewer than 5) or so large (over 50% of tibial
number of judgments) that the exhaustiveness ok#ach-guided assessment process was open téoquest
The remaining 6 topics were excluded because netevaidgments were not ready in time for releadea@ising
topics and they were not needed to complete theofs@6 evaluation topics. The resulting test aulten
therefore contains 63 topics, with an additionabgics for which embargoed relevance judgmentsaaeady
available for use in the CLEF-2006 evaluation atilen. Participants are asked not to perform amglyesis
involving topics outside the released set of 68riter to preserve the integrity of the CLEF-20C8 tmllection.



All topics were originally authored in English atiten re-expressed in Czech, French, German andsBpay
native speakers of those languages to support-tangsage retrieval experiments. In each caseyéimslations
were checked by a second native speaker beforg belmased. For the French translations, resaastraints
precluded translation of the narrative fields. thllee fields are available for the other querglages.

2.3 Relevance Assessment

Relevance judgments were made for the full setOdf ibterviews, including those segments that wereaved
from the released collection because they contaiméyl brief descriptions of physical objects. Judgevery
document for every topic would have required ab@d50,000 relevance judgments. Even had that been
affordable (e.g., by judging each segment for sdvespics simultaneously), such a process could beot
affordably scaled up to larger collections. Thealsvay this challenge is addressed in CLEF, pocdsl/ance
assessment, involves substantial risk when appliedpoken word collections. With pooled assessment
documents that are not assessed are treatedlrayifite not relevant when computing effectivenesasures
such as mean average precision. When all systparate on similar feature set (e.g., words), itthesn shown
that comparable results can be obtained even fes\s that did not contribute to the assessmers pddiis is
enormously consequential, since it allows the obgtreating a test collection to be amortized casticipated
future uses of that collection. Systems based winnaatic speech recognition with a relatively hiEER
violate the condition for reuse, however, since fhature set on which future systems might be based
(recognized words) could well be quite differerWe therefore chose an alternative technique, seguitted
relevance judgment, which has been used to comsgusable test collections for spoken word calierst in the
Topic Detection and Tracking (TDT) evaluations [8].

Our implementation of search-guided evaluationed#fffrom that used in TDT in that we search maguall
assigned metadata rather than ASR transcripts.evRete assessors are able to search all of thedateta
distributed with the test collection, plus notesdeéy the VHF indexers for their own use, summeofase full
interview prepared by the VHF indexer, and a fullet of PIQ responses. For interviews that had biégitized
by the time assessment was done, relevance assesstd also listen to the audio; in other cadasy tould
indicate whether they felt that listening to theliaumight change their judgment so that re-assessowild be
done once the audio became available. The relevasgessment system was based on Lucene, whichrsupp
fielded searching using both ranked and Booleawexetl. The set of thesaurus terms assigned tb sagment
was expanded by adding broader terms from the tinesaup to the root of the hierarchy. A threshetas
applied to the ranked list, and retrieved segmeset® then re-arranged by interview and within eatérview

in decreasing score order. The display order wagtsired to place interviews with many highly radk
segments ahead of those with fewer. Relevancesmsecould easily reach preceding or followingnsewts of
the same interview; those segments often proviftarration needed to assess the relevance of theesgg
under consideration, and they may also be relawahtir own right.

Our relevance assessors were 6 graduate studadignst history. The assessors were experiencedisas;

they made extensive use of complex structured @siexnd interactive query reformulation. They catbeld

extensive research on assigned topics using ektersaurces before and during assessment, ancekepisive

notes on their interpretation of the topics, togpecific guidelines for deciding on the level dekance for each
relevance type, and other issues (e.g., ratiomalgifiging specific segments). Relevance assed@bthorough

searches to find as many relevant segments adjmasid assessed the segments they found for eich We

employed two processes to minimize the chance iotemtional errors during relevance assessment:

Dual-assessment: For some training topics, segmees judged independently by two assessors with
subsequent adjudication; this process resulted/insets of independent relevance judgments that can
be used to compute inter-annotator agreement pleisohe set of adjudicated judgments that were
released.

Review: For the remaining training topics and aHleation topics, an initial judgment was done bg o
assessor and then their results were reviewed ifangcessary revised, by a second assessor. This
process resulted in one set of adjudicated relevamygments that were released.

As a result of the above processes, for every tspignent pair, we have two sets of relevance assess
derived from two assessors, either independentoar nThis allowed us to later measure the intseasor
agreement and thus to gain insight into the rdltgtif relevance assessments on selected topics.



The search-guided assessments are complementedolad mssessments using the top 100 segments ffom 1
runs. Participants were requested to prioritizeirthuns in such a way that selecting the runsgassi the
highest priority would result in the most diversegment pools. We selected the top two prioritingts from
each site to create the pools. Assessors judgegginents in these pools that had not already heed as
part of the search-guided assessment processthiE@rocess, most topics had just one assessan@review.

A total of 58,152 relevance judgments were creategl 3 summers for the 403 interviews and 75 topits
which 48,881 are specific to the topics and segmienthe CLEF-2005 CL-SR test collection.

Relevance is a multifaceted concept; interview sagmmay be relevant (in the sense that they helgeaarcher
perform the task from which the query arose) fdfedent reasons. We therefore defined five typlespical
relevance, both to guide the thinking of our assmsand to obtain differentiated judgments thatldserve as a
basis for more detailed analysis than would beiptessasing binary single-facet judgments. Thevalee types
that we chose were based on the notion of evidémtker than, for example, potential emotional iotpar
appropriateness to an audience). The initial itogmof five relevance types was based on our wstdeding of
historical methods and information seeking process€&he types were then refined during a two-weidt p
study through group discussions with our asses$bisresulting types are:

Provideddirect evidence
Providesindirect/circumstantial evidence
Providescontext

Useful as a basis faomparison
Providespointer to a source of information

The first two of these match the traditional defon of topical relevance in CLEF; the last threewd normally
be treated as not relevant in the sense that teumedd at CLEF. Each type of relevance was judged five-
point scale (O=none to 4=high). Assessors were ad&ed to assesverall relevance, defined as the degree of
to which they felt that a segment would prove touseful to the search that had originally posedtépc.
Assessors were instructed to consider two factoedliassessments: (1) the nature of the informdiie., level
of detail and uniqueness), and (2) the nature efréport (i.e., first-hand vs. second-hand accousitsumor).
For example, the definition of direct relevance“Birectly on topic ... describes the events occgmstances
asked for or otherwise speaks directly to whatuber is looking for. First-hand accounts are prete ...
second-hand accounts (hearsay) are acceptabler’ inBivect relevance, the assessors also considied
strength of the inferential connection betweengbgment and the phenomenon of interest. The avdeagth
of a segment is about 4 minutes, so the brevity ahention is an additional factor that could affédwt
performance of search systems. We therefore amg®essors to estimate the fraction of the segrhabtmas
associated with each of the five categotieAssessors were instructed to treat brevity angtedeseparately (a
very brief mention could be highly relevant). Faore detail on the types of relevance see [4].

To create binary relevance judgments, we electetdettt the union of the direct and indirect judgtsenith
scores of 2, 3, or 4 as topically relevant, regasiiof the duration of the mention within the segrfieA script
was provided with the test collection that allovgtes to generate alternative sets of binary relesacores as
an aid to analysis of results (e.g., some systemg do well when scored with direct topical relevaraut
poorly when scored with indirect topical relevance)

The resulting test collection contained 63 top®8 {raining, 25 evaluation topics), 8,104 segmesntsl 48,881
6-aspect sets of complex relevance judgments,ilalistd as shown in Table 1. Although the trainavgl
evaluation topic sets were disjoint, the set ohsegts being searched was the same.

% Assessments of the fraction of the segments tha yudged as relevant are available, but that were
released with the CLEF-2005 CL-SR test collectienduse the binarization script has not yet beeamdeid to
use that information.

 We elected not to use the overall relevance juddsnie this computation because our definitionérall
relevance allowed consideration of context, congmeriand pointer evidence in arriving at a judgnuérverall
relevance.



Table 1. Distribution of judgments across trainingtopics and evaluation topics.

Topic set Training Evaluation
Total number of topics 38 25

Total judgment sets 30,743 18,138
Median judgment sets per topic 787 683
Total segments w/binary relevance true 3,105 1,846
Median relevant judgments per topic 51.5 53

Figure 3 shows the distribution of relevant and-nelevant segments for the training and evaluatapics.
Topics are arranged in descending order of propontélevant (i.e., binary relevance true) vs. jubfmr that
topic.
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Figure 3. Distribution of relevant (binary relevance true) and non-relevant segments.

To determine the extent of individual differences evaluated inter-assessor agreement using tveo et
independent judgments for the 28 training topict there dual assessed. Cohen’s Kappa was compated
search-guided binary relevance judgments. TheageeKappa score is 0.487, with a standard deviaifon
0.188, indicating moderate agreement. The digiobwf Kappa scores across different levels okagrent is
shown in Table 2.

Table 2. Distribution of agreement over 28 trainingtopics.

Kappa range Slight Fair Moderate Substantial Almost perfect
(0.01-0.20) (0.21 - 0.40) (0.41 - 0.60) (0.61 —-0.80) (0.81 - 1.00)
Topics 4 3 12 8 1

3. Experiments

In this section, we describe the run submissiorceulare and the sites that participated. We acdeate
maximum of 5 runs from each site for “official”€i, blind) scoring; sites could also score addéionns locally
to further explore contrastive conditions. To fiéaie comparisons across sites, we asked eactostgbomit one
“required” run using automatically constructed degrfrom the English title and description fieldstle topics
(i.e., an automatic monolingual “TD” run) and amdéx that was constructed without use of human-edeat
metadata (i.e., indexing derived from some cominatof ASRTEXT2003A ASRTEXT2004A
AUTOKEYWORD2004AandAUTOKEYWORD2004Acluding the optional use of synonyms and/orabley
terms for one or both of titUTOKEYWORiRIds). The other submitted runs could be cr&tevhatever way



best allowed the sites to explore the researchtignssn which they are interested (e.g., companranolingual
and cross-language, comparing automatic recognitith metadata, or comparing alternative techniqioes
exploiting ASR results). In keeping with the goafsCLEF, cross-language searching was encoura®d; of
submitted runs used queries in a language otharBhglish.

Seven groups submitted runs, and each has provfgedollowing brief description of their experiment
additional details can be found in the working sqtaper submitted by each group.

3.1 University of Alicante (ualicante)

The University of Alicante used a passage retrisyatem for their experiments in the track thisry@assages
in such systems are usually composed of a fixedbeuraf sentences, but the lack of sentence bowegxlarithe
ASR that composed the collection of this track doetsallow this feature. To address this issug teed fixed
word length overlapping passages and distinct aiityl measures (e.g., Okapi) to calculate the wsigh the
words of the topic according to the document ctitec Their experimental system applied heuristzshe
representation of the topics in the way of logienfe. The University of Alicante’s runs all useddiish
gueries and automatic metadata.

3.2 Dublin City University (dcu)

As in Dublin City University’'s previous participatis in CLEF, the basis of their experimental refilesystem
was the City University research distribution vensof the Okapi probabilistic model. Queries wexpanded
using pseudo relevance feedback (PRF). Expansiarsterere selected from sentence-based summarite of
top 5 most assumed relevant documents. All terittimthe chosen sentences were then ranked artoph20
ranking terms selected as expansion terms. NofigBngppics were translated to English using SYSTRA
version 3.0. Runs explored various combinatidrth® ASR transcription, autokeyword and summaeids.

3.3 University of Maryland (umaryland)

The University of Maryland tried automatic retrié¥echniques (including blind relevance feedbackhvwwo
types of data: manually created metadata and atitatiy generated data. Three runs used automaiadata.
Submission of the two runs with manual metadatatfvasmain purposes: to set up the best monolingppér-
bound and to compare CLIR with monolingual IR. Alhs used the InQuery search engine (version 3.1pl
from the University of Massachusetts.

3.4 Universidad Nacional de Educacién a Distanciaifed)

UNED tested different ways to clean documents andbllection. They erased all duplicate words pmded
the characters that forms spelled words like "bitea ¢ h a r d" into the whole word (i.e., “ligidhard”). Using
this cleaned collection they tried a monolinguérams approach. They also tried to clean the checus,
erasing the less informative words using two défeérapproaches: morphological analysis and pasgpetch
tagging. Their runs were monolingual and crosgtlad.

3.5 University of Pittsburgh (upittsburgh)

The University of Pittsburgh explored two ideas): tl study the evidence combination techniquesrierging
retrieval results based on ASR outputs with humamegated metadata at the post-retrieval stageo @jplore
the usage of Self-Organizing Map (SOM) as a resienethod by first obtaining the most similar cafl the
map to a given search query, then using the calletterate a ranked list of documents. Their subthituns
used English queries and a mixture of manual atmhzatically generated document fields.

3.6 University of Ottawa (uottawa)

The University of Ottawa employed an experimenyatam built using off-the-shelf components. Toslate
topics from French, Spanish, and German into Engkix free online machine translation tools wesedi
Their output was merged in order to allow for vayri@ lexical choices. The SMART IR system wagdedswith
many different weighting schemes for indexing tlbdlection and the topics. The University of Ottaused a
variety of query languages and only automaticaligeyated document fields for their submitted runs.



3.7 University of Waterloo (uwaterloo)

The University of Waterloo submitted three Englisbtomatic runs, a Czech automatic run and a French
automatic run. The basic retrieval method foratls was Okapi BM25. All submitted runs used a loimiation

of several query formulation and expansion techesguncluding the use of phonetic n-grams and faeklb
guery expansion over a topic-specific external asrgrawled from the Web. The French and Czechused
translated queries supplied by the University ada@a group.

4. Results

Table 3 summarizes the results for all 35 officimhs averaged over the 25 evaluation topics, listed
descending order of mean uninterpolated averagasga (MAP). Table 3 also reports precision & thnk
where the number of retrieved documents equalsdhgber of known relevant documents (Rprec), thetifva
of the cases in which judged non-relevant documamgsetrieved before judged relevant documentsef3pnd

the precision at 10 documents (P10). Required asmshown in bold.

Table 3. Official runs.

Run name MAP  Rprec Bpref P10 Lang Query Document fields Site
metadata+syn.en.qge 0.3120.3494 0.3423 0.4800 EN  TD N,MK,SUM umaryland
metadata+syn.fr2en.ge 0.2476.2877 0.2819 0.3680 FR TD N,MK,SUM umaryland
UOENTDN 0.2176 0.2364 0.2005 0.3200 EN  TDN  ASR04,AK1,AK2 uottawa
titdes-all 0.1878 0.2306 0.2009 0.3640 EN  TD All upitt
uoSpTDN 0.1863 0.2078 0.1750 0.2640 SP TDN  ASR04,AK1,AK2 uottawa
uoFrTD 0.1685 0.1923 0.1599 0.2960 FR TD ASRO04,AK1,AK2 uottawa
dcusumtit40ffr 0.1654 0.2117 0.1750 0.3080 FR T ASRO03,ASR04,AK1,AK2,SUM  dcu
UoEnTD 0.1653 0.2088 0.1705 0.2960 EN  TD ASRO04,AK1,AK2 uottawa
dcusumtiteng 0.14290.1994 0.1561 0.2560 EN T ASRO03,ASR04,AK1,AK2 dcu
titdes-combined 0.14150.1779 0.1489 0.3600 EN TD Mixed upitt
autokey+asr.en.ge 0.12880.1719 0.1440 0.2720 EN TD ASR04,AK2 umaryland
uoGITDN 0.1281 0.1493 0.1331 0.2000 DE  TDN  ASRO04,AK1,AK2 uottawa
asr.de.en.ge 0.1279.1882 0.1461 0.2760 EN  TD ASRO04 umaryland
uw5XETDNfs 0.1138 0.1907 0.1414 0.2720 EN  TDN  ASRO03,ASR04 uwaterloo
uw5XETDfs 0.1121 0.1744 0.1388 0.2760 EN  TD ASR03,ASR04 uwaterloo
asr.en.ge 0.11020.1712 0.1292 0.2800 EN TD ASR04 umaryland
dcuala2tit40feng 0.11010.1559 0.1312 0.2520 EN T ASRO03,ASR04,AK1,AK2 dcu
dcuala2tit40ffr 0.10640.1571 0.1322 0.2600 FR T ASRO03,ASR04,AK1,AK2 dcu
UW5XETfs 0.0980 0.1559 0.1270 0.2680 EN T ASRO03,ASR04 uwaterloo
unedMpos 0.0934 0.1522 0.1096 0.2400 EN  TD ASRO04 uned
unedMmorpho 0.09180.1532 0.1097 0.2360 EN  TD ASR04 uned
uw5XFTph 0.0848 0.1421 0.1160 0.2560 FR T ASRO03,ASR04 uwaterloo
UATDASR04AUTOA2 0.0769 0.1181 0.0980 0.2240 EN D ASRO04,AK2 ualicante
UATDASROA4LF 0.0768 0.1230 0.0949 0.1920 EN  TD ASRO04 ualicante
titdes-text0O4a 0.0757 0.1341 0.1045 0.2120 EN  TD ASRO04 upitt
UATDASRO4AUTOS 0.0739 0.1274 0.1056 0.2400 EN D ASR04,AK1,AK2 ualicante
UATDASRO4AUTOAL 0.0727 0.1206 0.1018 0.2200 EN D ASR04,AK1 ualicante
UATDASRO04 0.0724 0.1246 0.0899 0.1600 EN D ASR04 ualicante
uned3gram 0.07060.1119 0.0994 0.1800 EN  TD ASRO04 uned
dcua2desc40feng 0.06540.1196 0.0944 0.1760 EN  TD ASRO03,ASR04,AK2 dcu
uw5XCTph 0.0471 0.0751 0.0928 0.1320 CZ T ASRO03,ASR04 uwaterloo
unedCLpos 0.03730.0750 0.0535 0.1200 SP TD ASRO04 uned
unedCLmorpho 0.03700.0759 0.0536 0.1200 SP D ASR04 uned
som-allelb 0.01240.0132 0.0397 0.0120 EN  TDN  All upitt
som-titdes-com 0.00410.0147 0.0408 0.0120 EN  TD Mixed upitt

N = Name (Manual metadata), MK = Manual Keywordsa(Mal metadata), SUM = Summary (Manual metadata)
ASRO03 = ASRTEXT2003A (Automatic), ASR04 = ASRTEXTRIA (Automatic)

AK1 = AUTOKEYWORDS2004A1 (Automatic), AK2 = AUTOKEWORDS2004A2 (Automatic)



Figure 4 compares the required runs across thengqeamticipating sites. The University of Ottawauks were
statistically significantly better than all othds this condition (using a two-tailed Wilcoxon &&p-Rank Test
for paired samples gi<0.05 across the 25 evaluation topics). The oialthat figure group runs that are
statistically indistinguishable. The best officiain using manual metadata yielded a statisticsiliyificant
improvement over the strongest results obtainemigusinly automatically generated data.

uottawa umd uwaterloo uned ualicante upitt dcu

Figure 4. Plot of mean average precision for requed runs

There were 8 cases in which the same site submit#td monolingual and cross-language runs under
comparable experimental conditions (i.e., the squery fields and same document fields). Tablerdrsarizes
those results. Every query language was usediackrimpics proved to be the most popular for ctasguage
searching, being used by four of the seven pasiirig teams. Notably, two teams achieved crosgtiage
results for French that numerically exceeded tBaglish monolingual mean average precision (althaugjther
difference was statistically significant). Mondajumal baselines constructed in this way are knowbretdeficient
because cross-language retrieval introduces aatajuery expansion effect. They are nonethelesiiLias a
reference condition.

Table 4. Percentage difference in MAP between Erigh and non-English comparable runs.

Site (query — document) En Cz De Fr Sp
uottawa (TD - ASR04,AK1,AK2) 0.1653 - - +2% -
uottawa (TDN - ASR04,AK1,AK2) 0.2176 - -41% - -14%
umaryland (TD - N,K,SUM) 0.3129 - - -21% -
uwaterloo (T - ASR03,ASR04) 0.0980 -52% - -13% -
uned (TD — ASR04) 0.0934 - - - - 60%
dcu (T — ASR03,ASR04,AK1,AK2) 0.1429 - - +16% -

Two sites submitted official runs in which manuattadata and automatic metadata were used undewixtbe
comparable conditions (i.e., the same query lengthy Table 5 shows, the use of manual metadatdege
substantial improvements that were statisticalgniicant. This most likely reflects some combioat of
indexing by subject matter experts of concepts Were not lexicalized within the segment, ASR deficies,
and a possible bias in word choices made whenngrttipic descriptions in favor of more formal lange. We
do not presently have sufficient evidence to défgiate among these three effects.



Table 5. Comparing retrieval effectiveness for Autmatic and Manual metadata.

Site MAP(Manual Metadata) MAP(Automatic) Automatic/ Manual
umaryland — TD 0.3129 0.1288 41%
upitt — TD 0.1878 0.0757 40%

5. Conclusion and Future Plans

Overall, the CLEF-2005 CL-SR track succeeded imtimg a reusable test collection, bringing togetgroup
of researchers with similar interests, and exptpaternative techniques to facilitate access large collection
of spontaneous conversational speech. We therpfareto continue the track in 2006. The followimgtions
are under consideration: (1) addition of an unknowoundary condition for English using the retrieval
effectiveness measures first developed for the TRBBR evaluation, (2) release of a larger Englisliection
(approximately 900 hours of speech) with an impdowerd error rate (approximately 25%), (3) releata
word lattice to permit searching alternative redtign hypotheses, and (4) creation of a seconddelction
containing Czech interviews. We look forward tedadissing these and other when we meet in Vienna!
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